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Abstract

A long-standing unsolved problem, often arising from auctions with multidimensional
bids, is how to design seller-optimal auctions when bidders’ private characteristics dif-
fer in many dimensions. This paper partially solves the problem in an auction setting
with characteristics stochastically independent across bidders. The solution applies to
the multidimensional versions of incentive contracts (Laffont and Tirole (1987) and Che
(1993)) and nonlinear pricing (Armstrong (1996)). First, the paper proves that the mul-
tidimensionality requires that an optimal auction exclude a positive measure of bidders.
Consequently, a standard auction without a reserve price or entrance fee is not optimal.
Second, the paper obtains an explicit formula for optimal mechanisms, adopting the
assumption of multiplicative separability from Armstrong (1996). Our optimal mecha-
nism is almost equivalent to a Vickrey auction with a reserve price, except that the bids
are ranked by an optimal scoring rule, which assigns scores to the multidimensional
bids. This “scoring-rule auction” is optimal among all mechanisms if incentive com-
patibility constraints are non-binding (guaranteed by a hazard-rate assumption), and
it is optimal among a smaller class of mechanisms if the constraints are binding. Our
solution implies that an optimizing seller would induce downward distortion of a bid’s
nonmonetary provisions from the first-best configuration. Applied to multidimensional
nonlinear pricing, our solution yields an explicit optimal pricing function.

*This research was initiated in the University of Minnesota, where I benefited from the advice of Professors
Marcel K. Richter and James S. Jordan, as well as the support of the Graduate School Dissertation Fellowship of
that university. I would like to thank Professor Mark Armstrong for very helpful comments.



1 Introduction

In real-world auctions, bidders often submit bids containing several provisions. Economists have
documented such examples in electric power industries (Laffont and Tirole [12, Ch. 14] and Chao
and Wilson [6]), national defense procurement (Laffont and Tirole [12, Ch. 14]), environmen-
tal reservation of cropland (Osborn, Llacuna, and Linsenbigler [18]), school milk procurement
(Tichy [24]), and the disposal of noxious wastes (Lescop [13]). An important question in these
settings is how to design a mechanism optimal for the seller. This question leads to the following
theoretical problem: what is a (seller-)optimal mechanism when bidders’ private characteristics

vary in several dimensions? This turned out to be a long-standing unsolved problem.

Let us understand the above problem by imagining a hypothetical example: Several health
care insurance companies (“bidders”) compete to provide insurance coverage for the employees of
a large firm (“seller”). Each insurance company bids a health care package (z;)72; containing m
provisions, as well as a money transfer y to the firm. If a winning bid is ((z;)7;,y), then the firm
gets a payoff y — ¢> 72 x; for some parameter ¢ € R, and the winning insurer gets
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where 9; is his privately known valuation of provision j in the package. Thus, a bidder’s private
characteristic is a vector (J;)72;. A mechanism designer may want to tailor each health care
provision z; according to some function #; of the multidimensional type (9;)72,, and the functions
Z; may be different across j. Such a multidimensional design would be absent in the usual model

/2

of optimal auction, where the term > ;"* 19jsc; is replaced by either a scalar ¢ or a product tz, with

t being a scalar private valuation and = being a scalar index of “quality.”

Given the practical significance of our multidimensional problem, researchers in mechanism
design have long been trying to solve it. The main barrier to progress is the incentive-compatibility
(IC) constraint complicated by the multidimensional type.! If a bidder’s type were one-dimensional,
we could represent the constraint as a tractable monotonicity condition, which requires that higher
types be more likely to win. This monotonicity representation would enable us to obtain an optimal
auction by the available technique (Myerson [16]), whether the IC constraint is binding or not.2
With multidimensional types, however, the task of representing the IC constraint as a monotonicity
condition has been difficult. For example, we may not know a priori how to determine one type is

For example, due to multidimensional types, a bidder can lie about his type in two ways. One is to report a
type that has a different probability of winning than the true type. The other is to fake a type whose corresponding
transaction is different from the true type, with the probability of winning unchanged. While the first way of lying
is allowed in the unidimensional settings, the second is absent.

*Here we use the phrase “binding IC constraint” in the context where the agents’ types are continuously distributed.
When types are unidimensionally and discretely distributed, the phrase would mean that the “downward” constraints
are binding, where a downward constraint means a high-type agent is not tempted to act as a low-type.



“higher” than the other.3

In the mean time, the techniques recently developed in a related field, nonlinear pricing with
multidimensional private information, suggests a possible breakthrough in our optimal auction
problem. In the health care example, the setup of the nonlinear pricing problem corresponds to
the special case where there is only one insurance company bidding to provide insurance coverage.
Thus, the firm seeking insurance coverage does not need to select a winner. Consequently, all that
the firm needs to design is a tariff, i.e., a function that maps each health care package (scj);nzl to a
money payment §((z;)72;) (Rochet [20]).

In the setup of nonlinear pricing, McAfee and McMillan [15] characterized the incentive-
compatibility (IC) constraint as a system of partial differential equations. These equations come
from the first- and second-order necessary conditions of IC. To make the conditions also sufficient
for IC, McAfee and McMillan assumed a “generalized single crossing property,” which guarantees
an agent’s local optimum to be his global optimum. The authors, however, noted that their
characterization agsumes that the allocation of a mechanism is a differentiable function of agents’
types. Since this differentiability assumption usually does not hold in auction settings, as this paper
will explain at Figure 1, their result has not been applied to auctions.*

A breakthrough in multidimensional nonlinear pricing problems is done by Armstrong [1]. He
established an exclusion result, which says that a profit-maximizing multiproduct monopolist would
exclude a positive measure of consumer-types. This result shows that the dimensionality of private
information does matter, because the exclusion result can be ruled out when consumer-types are
one-dimension. Armstrong further proved that, in some settings, the monopolist’s optimal pricing
function depends only on her cost (“cost-based tariff”). Armstrong achieved that by adding two
assumptions. One is “multiplicative separability” ([1, Egs. (18) and (23)]). Due to this assumption,
the IC constraint under any cost-based tariff becomes a monotonicity condition with respect to
a one-dimension statistic of the consumer-type. The other assumption is the monotonicity of
the hazard rate of that statistic ([1, Eq. (22)]), which guarantees that the IC constraint of a
profit-maximizing cost-based tariff is non-binding. That paper did not characterize any optimal
mechanism when the IC constraint is binding.

Rochet and Choné [21] analyzed the multidimensional nonlinear pricing problem through
the dual approach. That is, they described a mechanism as its associated surplus function, which
maps an agent’s type to his payoff when everyone reports the true information. The IC constraint
became a convexity condition of the surplus function. Rochet and Choné proved the existence and

3 A knee-jerk response to the multidimensional problem may be simply to rank a bid according to the seller’s payoff
from it. But such a ranking criterion may be suboptimal, as the theory of optimal auctions has long recognized in the

case of unidimensional types. That is also true for multidimensional types, as this paper proves (Proposition 4.2).
“While not using their characterization result, McAfee and McMillan [15] analyzed a problem that can be inter-

preted as an auction of two objects.



uniqueness of a monopolist’s optimal mechanism for both binding and non-binding IC constraints.
They further proved that optimal mechanisms with non-binding IC constraints are exceptional
rather than generic. Rochet and Choné, however, noted that their dual approach does not provide

a procedure to construct an optimal mechanism.

To pass from multidimensional nonlinear pricing to our optimal auction problem, one must
confront an additional question: how to select a winner. Any auction mechanism, by definition,
must answer this question one way or another. Although the received auction theory has provided
no answer to this question in multidimensional settings, economists have observed some actual
auctions use “scoring rules” to select winners. (See the sources cited at the beginning paragraph
for examples.) A scoring rule is a function that assigns scores to bids; after bids are submitted,
a seller sells the good to a bidder whose bid is scored highest and above a minimum level. The
scoring rule and minimum score may be announced before or after the bidding. With bids varying
in several dimensions, the design of a scoring rule has been a central and difficult issue among
policy makers. In a cropland reservation bidding program from 1986 to 1998, the U.S. government
had been revising its scoring rule each year, and researchers in that program are still debating
an appropriate rule.> In the California electricity wholesale market, the choice of an apparently
mistaken scoring rule had led to severe consequences (Chao and Wilson [6]).

Therefore, an auction designer in our multidimensional setting has two tasks. Ome is to
design a payment function that determines a winner’s multidimensional payment package from the
winner’s type. The other task is to design a winner-selection criterion. Although the first may
benefit from the progress of the multidimensional nonlinear pricing literature, the second task is
specific to the nature of auctions. To my knowledge, no one has offered a general design of optimal
auctions when bids and types are both multidimensional.

®This program is called Conservation Reserve Program, where the U.S. Department of Agriculture (USDA) retires
erodible croplands from production by renting them from farmers. A participating farmer submits a bid that specifies
the acreage and soil quality of the cropland, as well as the rent for the land and how the land will maintained
during the retirement period. The USDA ranks the bids by a scoring rule that condenses a bid’s provisions into
a score (Osborn, Llacuna, and Linsenbigler [18, p5]). For the discussion about scoring rules in this program, see
Reichelderfer and Boggess [19, pl0], Barbarika, Osborn, and Heimlich [5, p122], and Babcock, Lakshminarayan, Wu,

and Zilberman [3, 4].
8Che [7] considered auction settings where the type is one-dimension and the bid is two-dimension. In the health

care example, his setting corresponds to an aforementioned special case, where a winner’s payoff is tz — y. Che
designed a scoring rule that achieves optimality, with the assumption that the IC constraint is non-binding and the
trade always takes place.

Armstrong [2] solved the optimal auction problem in a two-object setting with binary type and no synergy between
objects. That paper also demonstrated geometrically the complication of multidimensional optimal auction design.

Jehiel, Moldovanu, and Stacchetti [9] considered multidimensional types from a different angle. Their focus was
auctions where a bidder’s payoff depends on the identity of the winner. In our health care example, their setting
corresponds to the case where an insurance company’s payoff is ' — y, where ¢ is a scalar value for the bidder if
company ¢ wins the competition. Due to such additively separable payoff functions, the authors characterized the IC
constraint as a condition of monotonicity and integrability. They obtained an optimal auction by assuming that bids
are one-dimensional and the good is always sold.



This paper therefore steps in and provides an explicit formula of optimal auctions in some
multidimensional setting. Its main assumption is that types are stochastically independent across
bidders. A bidder’s type is a vector (J;)7;, continuously distributed. Depending on the mechanism,
his transaction with the seller contains a money transfer y and a nonmonetary bundle (xk)ﬁczl.
A winning bidder’s payoff is u((zg)}_;, (9;)721) — y for some function u. The model therefore
contains the following frameworks as special cases: independent private value auctions (where
u((zx)k_y, (9; )7-1) is replaced by a scalar t), auctions of incentive contracts in Che [7] and Laffont
and Tirole [11] (where the vectors (zx)}_; and (9;)72, are respectively replaced by scalars z and

t), and multidimensional nonlinear pricing (where the number of bidders is one).

The paper first proves that an optimal auction gives zero winning probability to a positive
measure of bidder-types (Proposition 3.1). Consequently, an optimal auction needs an appropriate
entrance fee or reserve price, and it keeps the object with positive probability (Corollary 3.1). This
exclusion result sets our solution apart from those in the unidimensional settings such as Che [7].
Che’s assumption that the trade always takes place is not valid in our multidimensional setting.

The paper then solves the optimal auction problem in a class of environments. The difficulties
of this problem come from the coupling of two features of the model: (i) a bidder’s type (9;)72, is a
vector and (ii) the type is not additively separable from the transaction ((xx)}_;,y) in the preference
u((zx)k_q, (9;)71). Without the first feature, one can characterize the incentive-compatibility
(IC) constraint tractably and then obtain optimal auctions. Without the second feature, one can
simply apply the solution of Myerson [16] by substituting the valuation u((d;)7,) here for the
one-dimension type there. When both features are present, there has not been a tractable and

general representation for the IC constraint.

To bypass the above obstacle, this paper starts with a subset of mechanisms called scoring
mechanisms: a winner is assigned a score and an additively separable scoring rule; the winner is
to carry out a transaction whose score is equal to the one assigned. In such a mechanism, say
p, a type-d bidder behaves as if his payoff from winning is equal to a “private valuation” T,(«)
minus a “payment” s, where s is the score assigned, and the induced valuation T,(9) is a scalar
depending on his type and the mechanism. Such a separable structure enables us to characterize
the IC constraint as a monotonicity condition with respect to this unidimensional induced valuation
T,(9) (Lemma 4.3). We next adopt the multiplicative separability assumption from Armstrong [1].
Due to this assumption, the induced valuation 7,(¢) in any scoring mechanism is monotone in a
one-dimension statistic z of a bidder’s type 9, independent of the mechanism. The IC constraint

therefore becomes a monotonicity condition with respect to z.

Based on this tractable representation, we characterize optimal mechanisms by extending the
technique of Myerson [16]. The optimal auction we obtain is almost equivalent to a Vickrey auction,
except that the bids are ranked by an optimal scoring rule p* (Equation (31)). More precisely, the

optimal mechanism is a scoring-rule auction (Theorem 4.1):



The seller commits to the scoring rule p*. Each bidder then independently pledges a
score. The seller sells the good to a highest-score bidder if his score is positive, and
withholds the good if otherwise. The winner carries out a transaction ((xg)x,y) such
that its score p*({(zk)x,y) is equal to either the second highest score pledged by the
bidders or zero, whichever is larger.

This auction is optimal among all mechanisms when the hazard rate of the statistic z is monotone
(non-binding IC constraint), and is optimal among all scoring mechanisms when otherwise (binding
IC constraint).

A convenient feature of this mechanism is that the two tasks of auction design—to find a
winner-selection criterion and choose a payment function that determines a winner’s transaction—

are fulfilled by our scoring rule. Both tasks are delegated to the bidders via the bidding game.

The reason why our scoring-rule auction delivers optimality is roughly the following. Extend-
ing the usual steps of optimal auction design (Myerson [16, Section 4]), we know that the seller’s
equilibrium expected payoff cannot exceed a weighted sum

Z prob(i wins) MR;(x, y¢)
bidder i
at each possible state of the world, where MR;(x!,') denotes the seller’s marginal payoff from
raising the probability with which bidder ¢ wins, given the transaction (x¢,y%). Thus, the best
the seller could do is to (i) maximizes the marginal payoff MR; and (ii) maximize the winning
probabilities to those ¢ whose max MR, are positive and maximal among all bidders, subject to the
IC constraint.

When the hazard rate of the statistic z is monotone, our scoring-rule auction implements both
maximization operations without violating the IC constraint. The scoring rule induces a winner
to choose the MR;-maximizing transaction, thereby achieving operation (i). Furthermore, bidders
with higher max MR; bid higher scores in the auction, due to our scoring rule and the monotone
hazard rate. Therefore, a winner’s max MR; is maximal among all bidders. Finally, the minimum
score (zero) makes it unprofitable for a bidder to participate with a nonpositive max MR;. Thus,
the scoring-rule auction achieves operation (ii) and reaches the upper bound of the above weighted
sum, which is the highest the seller can get in any mechanism. Consequently, our auction game
maximizes the seller’s equilibrium expected payoff among all mechanisms.”

When the hazard rate of the statistic z is non-monotone, the IC constraint is binding when

one attempts the above maximization operations. Since we manage to represent the IC constraint in

"More precisely, “all mechanisms” here means all the regular mechanisms satisfying the regularity condition in
Section 2. This condition guarantees that the usual beginning step of optimal auction design is valid. The condition
is automatically satisfied if a winner’s payoff function is additively separable.



any scoring mechanism as a monotonicity condition, we are able obtain a mechanism optimal among
scoring mechanisms through an extension of the “ironing” technique in Myerson [16, Section 6.
Remarkably, our optimal mechanism in this case is still the same scoring-rule auction as described
above, except that the scoring rule is revised by the ironing procedure (Proposition 4.1). In this case,
since our monotonicity representation of the IC constraint is valid only among scoring mechanisms,
we only know that our mechanism is optimal among scoring mechanisms. An auction optimal

among all mechanisms is still unknown in the case of binding IC constraints.

Our result of optimal auction implies that an optimizing seller should commit to evaluating
bids by the scoring rule p* instead of her own preferences; the latter would yield suboptimal out-
comes (Proposition 4.2).%8 We further prove that the optimal scoring rule rewards the nonmonetary
bundle z less than the seller’s true preference would and the difference between them are calcu-
lated explicitly (Equation (33)). We have therefore extended the “downward distortion” result
from unidimensional (Che [7]) to multidimensional settings, which says that an optimizing seller
would induce downward distortion of nonmonetary bundles from the first-best configuration. In
our health care example, this distortion result implies that even an employer cares as much about
her employees’ health care benefits as her employees do, she would commit herself to putting less

weight on these provisions when selecting an insurance company.

Our result also yields an explicit optimal tariff in the special case of non-auction multidimen-
sional screening (Corollary 4.2). This is new in that literature, because our solution covers the case
of non-monotone hazard rate (binding IC constraint). Different from the cost-based tariff in Arm-
strong [1], the optimal tariff here need not be based on the monopolist’s cost. Corresponding to the
aforementioned downward distortion result, the monopolist would charge more for a nonmonetary

bundle z than her cost of supplying it.

In the enterprise of multidimensional optimal auction design, this paper provides an explicit
solution for a class of environments, whether the incentive-compatibility constraint is binding or
not. The main message is that the common sense “auctioning the good to the highest bidder” in
unidimensional settings can be restored in multidimensional settings, provided an optimal scoring
rule and minimum score. The main restriction of this paper is the assumption of multiplicative
separability. This assumption confines our search for optimal scoring rules to those based on a
one-dimensional summary L(z) of the nonmonetary attributes = of a bid. The multidimensional
structure is thus compromised. Nevertheless, we still partially retain the multidimensional struc-
ture. The reason is that bidders having a same score in our scoring-rule auctions can have different
transactions, depending on their actual multidimensional types. (Subsection 4.6 has an exam-

In some actual auctions, the seller does not announce the scoring rule before the bidding. Such a practice
occurred in the aforementioned Conservation Reserve Program (Osborn [17]) and school milk procurement auctions
(Tichy [24]). Proposition 4.2 implies that such a practice of hiding the scoring rule is not optimal. The reason is that
bidders would expect that the seller would rank the bids according to her true preferences, without committing to a
different scoring rule.



ple.) The optimal auction design without the dimension-compromising restriction is a wide open
question. I hope that the results and techniques in this paper are useful for further explorations.

2 A Model

Consider an auction setting where a seller is to allocate at most one indivisible object to at most
one of n competing bidders. The object is characterized by several attributes. One may think of
the object as a multiple-provision contract between the seller and the winner. Depending on their
agreement, the attributes of the object is configured as a vector x in a Euclidean space X. A bidder
can also make a monetary payment y € R to the seller. Call such a pair (z,y) a transaction.

A bidder’s privately known type is a vector in R™. Types are independently and identically
distributed across bidders, according to a commonly known probability distribution with density
function f and support ©.

Given type ¥ € R™ and transaction (x,y), a bidder’s payoff is
u(z,d) —y
for some function v : X x R™ — R, and the seller’s payoff is
v(z) +y

for some function v : X — R. If a bidder does not win the object, then his payoff is —y.

For example, we may think of the object being auctioned as a weapon procurement contract
between a government and a weapon manufactuer. The term y, which may be negative, is a lump
sum monetary transfer from the manufactuer to the government. The vector z is a contingency
reimbursement plan for the manufactuer’s overrun cost in the R&D phase for the weapon. The
manufactuer’s valuation u(x,?¥) of the contract depends on the provision z and the manufactuer’s
type 9. The government bears a cost |v(z)| for the cost reimbursement plan z. Notice that the
standard model of independent private value auction is a special case of the current setup, with
the vector x degenerate to a constant.

By the Revelation Principle, we can denote an auction mechanism and its equilibrium by the
corresponding direct revelation game (g, Z, §), where g(9, 8(~9) is the probability with which a type-
¥ bidder wins given his rivals’ reported types 8(—9), and (&(9,6(-9), §(9,0(~9,§) his transaction
with the seller, contingent on his winning status § € {win,lose}. Under a mechanism (g, Z,7), a
type-¢ bidder’s expected payoff from mimicking type 9, expecting others abiding to the equilibrium,
can be easily calculated as

~ ~

@,9) E  ¢(d,60Nu #(9,009),9 —y(d),
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